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Introduction 
	  

“I have heard you hold the world record in debate competition wins against humans, but 
I suspect you have never debated a machine. Welcome to the future.”  

– Project Debater’s Opening Remarks in a debate against Harish Natarajan, a grand 
finalist at the 2016 World Debating Championships and winner of the 2012 European 

Debating Championship 

Who won that debate?  

Earlier in 1997, IBM’s Deep Blue supercomputer beat Garry Kasparov, one of the 
world’s greatest human chess players. Then in 2015, Google DeepMind’s AI, AlphaGo, 
beat Fan Hui, a renowned professional Go player, in preparation for it to publicly defeat 
Lee Sedol, an 18-time Go World Champion. Go is an ancient Chinese game that 
simulates war and has “an astonishing 10 to the power of 170 possible board 
configurations - more than the number of atoms in the known universe,…[making it] a 
googol times more complex than chess” (“AlphaGo”). Next, in 2017, DeepMind created 
AlphaGo Zero, which learned by playing AlphaGo and beating it within a few days, 
proving that AI can surpass and build on human knowledge with staggering speed. 

So, who won the debate between Project Debater and Nartarajan in 2019?  

 The human. But who will win the rematch?   

AI is no longer science fiction; it is everywhere – in every smart phone and 
google search. It is because we hope humans will continue to win debates that the 
International Public Policy Forum invites you to engage the 2020-21 resolution: 
Resolved: The benefits of artificial intelligence outweigh the harms. 

Sources:  

“AlphaGo.” DeepMind, deepmind.com/research/case-studies/alphago-the-story-so-far.  

“Live Debate - IBM Project Debater.” Intelligence Squared Debates. 22 Feb. 2019, 
www.youtube.com/watch?time_continue=662&v=m3u-
1yttrVw&feature=emb_logo.  

McKenzie, Lindsay. “Arguing with AI.” Inside Higher Ed, 15 Mar 2019,  
www.insidehighered.com/news/2019/03/15/debate-over-using-artificial-
intelligence-college-debate.  

Silver, David, et al. “Mastering the Game of Go with Deep Neural Networks and Tree 
search.” Nature, vol. 529, 2016, pp. 484—489. 
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Defining Artificial Intelligence  
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General Definitions and History  
 

“I have always been convinced that the only way to get artificial intelligence to work is to 
do the computation in a way similar to the human brain. That is the goal I have been 
pursuing. We are making progress, though we still have lots to learn about how the brain 
actually works.”  

– Geoffrey Hinton 

Artificial intelligence (AI) is a branch of computer science that mimics human 
learning with the goal of creating computers that can function insightfully and 
independently. Professor Nils Nilsson of Stanford University defined AI as the “activity 
devoted to making machines intelligent, and intelligence is that quality that enables an 
entity to function appropriately and with foresight in its environment” (13).   

These definitions are broad, but what one considers AI changes over time as new 
technology emerges. As people become more accustomed to AI in their environments, 
they stop recognizing that technology as AI. Thus, for the general public, AI is oftentimes 
the most cutting-edge technology that challenges what people expect from machines. The 
“AI effect” or “odd paradox” refers to “the perennial fate of losing claim to [AI’s] 
acquisitions, which eventually and inevitably get pulled inside the frontier” (Stone et al.).  
Thus, to examine the harms and benefits, teams must analyze past AI development and 
make predictions about the future of the field. 

There are two types of AI – narrow and general. Artificial narrow intelligence 
(ANI) are “computer systems that are better than humans in some specific, well-defined 
field” (Piper). Artificial general intelligence (AGI) are “systems that can surpass human 
capabilities in many domains” (Piper). Generally, the fear of Terminators and Big 
Brother-style AI is based on AGI, which can learn and act on its own outside human 
direction.  

This brings us to a central concept in the field, The Singularity – when 
technological progress leads to “the imminent creation…of entities with greater than 
human intelligence” (Vinge 12).  Stanislaw Ulam coined the term “singularity” when 
recounting a conversation with John von Neumann about the “ever accelerating progress 
of technology and changes in the mode of human life, which gives the appearance of 
approaching some essential singularity in the history of the race beyond which human 
affairs, as we know them, could not continue." It “is a point where our models must be 
discarded and a new reality rules” (Vinge 12).  

 I.J. Good, who worked with Alan Turing during World War II, explains that the 
accelerating rate of AI will cause an “intelligence explosion”: 

Let an ultraintelligent machine be defined as a machine that can far surpass all the 
intellectual activities of any man however clever. Since the design of machines is 
one of these intellectual activities, an ultraintelligent machine could design even 
better machines; there would then unquestionably be an “intelligence explosion,” 
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and the intelligence of man would be left far behind. Thus the first ultraintelligent 
machine is the last invention that man need ever make, provided that the machine 
is docile enough to tell us how to keep it under control. (33) 

Rate of change will accelerate as “ideas themselves…spread ever faster, and even the 
most radical will quickly become commonplace” (Vinge 14). At its extremes, theorists 
believe that The Singularity may bring humanity under new robotic overlords or cause an 
evolution to transhumanism, making people immortal.  

Sources:  

Armstrong, Stuart. Smarter Than Us: The Rise of Machine Intelligence. Machine 
Intelligence Research Institute, 2014.  

Boden, Margaret A. Artificial Intelligence: A Very Short Introduction, Oxford UP, 2018.  

Bostrum, Nick. Superintelligence: Paths, Dangers, and Strategies. 1st ed., Oxford UP, 
2014. EBSCOhost.  

Chalmers, D.J. “The Singularity: A Philosophical Analysis.” Journal of Consciousness 
Studies, vol. 17, 2010, pp. 7-65.  

Eden, Ammon H., Johnny H. Soraker, James H. Moor, and Eric Steinhart (Eds.). 
Singularity Hypotheses: A Scientific and Philosophical Assessment, 2012 Ed, The 
Frontiers Collection, Springer, 2013. doi: 10.1007/978-3-642-32560-1. 

Good, Irving John. “Speculations Concerning the First Ultraintelligent Machine.” 
Advances in Computers, edited by Franz L. Alt and Morris Rubinoff, vol. 6, 1965, 
pp. 31-88. doi: 10.1016/S0065-2458(08)60418-0. 

Kurzweil, Ray. Age of Spiritual Machines: When Computers Exceed Human Intelligence, 
Penguin Books, 2000.  

McCorduck, Pamela. Machines Who Think: A Personal Inquiry into the History and 
Prospects of Artificial Intelligence, 2nd ed. A. K. Peters, Ltd., 2004. 

Minutephysics. “Myths and Facts About Superintelligent AI.” 29 Aug. 2017. 
www.youtube.com/watch?time_continue=7&v=3Om9ssTm194&feature=emb_lo
go. 

Nilsson, Nils J. The Quest for Artificial Intelligence: A History of Ideas and 
Achievements, Cambridge University Press, 2010,  
ai.stanford.edu/~nilsson/QAI/qai.pdf.  

Piper, Kelsey. “The Case for Taking AI Seriously as a Threat to Humanity.” Vox, 8 May 
2019, www.vox.com/future-perfect/2018/12/21/18126576/ai-artificial-
intelligence-machine-learning-safety-alignment.  
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Ramesh, Raj. “What is AI? In 5 mins.” 13 Aug. 2017,  
www.youtube.com/watch?v=2ePf9rue1Ao.  

Stone, Peter, et al.  "Defining AI," One Hundred Year Study on Artificial Intelligence: 
Report of the 2015-2016 Study Panel, Stanford University, Sept. 2016, 
ai100.stanford.edu/2016-report.  

Tegmark, Max. “Benefits & Risks of Artificial Intelligence.” Future of Life Institute,  
futureoflife.org/background/benefits-risks-of-artificial-intelligence/.  

Tegmark, Max. Life 3.0: Being Human in the Age of Artificial Intelligence. Knopf, 2017. 

Ulam, Stanislaw M. “John von Neumann.” Bulletin of the American Mathematical 
Society, vol. 64, no. 3, 1958, pp. 1-49.  

Vinge, Vernor. “The Coming Technological Singularity: How to Survive in the Post-
Human Era.” Vision 21: Interdisciplinary Science and Engineering in the Era of 
Cyberspace, NASA Lewis Research Center, 1 Dec. 1993, pp.11-22,  
ntrs.nasa.gov/archive/nasa/casi.ntrs.nasa.gov/19940022856.pdf.   

Wang, Pei. “On Defining Artificial Intelligence.” Journal of Artificial General 
Intelligence, vol. 10, no. 2, 2019, pp.1-37. Sciendo, doi: 10.2478/jagi-2019-0002. 
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The Technology of AI 
	  

“I propose to consider the question, ‘Can machines think?’”  

– Alan Turing, 1950 

Research on artificial intelligence is guided by attempts to expose and then mimic 
neural processes of the human brain because humans “are able to reason, achieve goals, 
understand and generate language, perceive and respond to sensory inputs, prove 
mathematical theorems, play challenging games, synthesize and summarize information, 
create art and music, and even write histories” (Nilsson 13). AI then relies on the 
“conjecture that every aspect of learning or any other feature of intelligence can in 
principle be so precisely described that a machine can be made to simulate it” (McCarthy 
et al.). As a result, AI research is intricately intertwined with neuroscience. Innovations in 
neuroscience often inform developments in AI algorithms and structures.  

There are two ways to program artificial intelligence. Each method has its own 
strengths and weaknesses. Researching some of the characteristics and applications of 
these types of AI may be necessary to resolve parts of the risk analysis required in these 
debates. To research these topics in-depth, here are some of the basic terms that may be 
useful:  

First, symbolic learning follows three fundamental beliefs: (1) “a model 
representing an intelligent system can be defined in an explicit way,” (2) “knowledge in 
such a model is represented in a symbolic way,” (3) “mental/cognitive operations can be 
described as formal operations over symbolic expressions and structures which belong to 
a knowledge model” (Flasinski). This type of learning, also called Good Old Fashioned 
AI or GOFAI (Haugeland), is monotonic because the programmer sets rules for 
evaluating the data and the computer merely applies those rules to a given data set.  
Systems that use symbolic learning are also referred to as rules engines, expert systems, 
and knowledge graphs. These systems require supervised learning where the 
programmer identifies the patterns for the computer.  

Second, machine learning is data-based learning that mimics the human brain. 
The learning in these systems is dynamic because, as the computer gathers data, it learns 
to identify and adjust to patterns in that data. Because this is a very data-hungry method 
of learning, crowdsourcing, “the practice of obtaining…content by soliciting 
contributions from a large group of people…from the online community” 
(“Crowdsourcing”), is used to feed these systems. These types of systems are more 
challenging to create because computers struggle to process high level meanings and it 
utilizes unsupervised learning, meaning the computer is identifying its own patterns 
without the programmer directing its connections.  

Because machine learning attempts to copy the system of the human brain, its 
algorithms are connected into what AI researchers call neural networks. A neural 
network has multiple layers of data processing; for a simplified illustration of how neural 
networks work, watch this set of instructional videos: 
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www.youtube.com/watch?v=aircAruvnKk&list=PLZHQObOWTQDNU6R1_67000Dx_
ZCJB-3pi. These networks use hidden layers that translate data to an output. A 
programmer analyzes the outputs to adjust program biases and weights using a “cost or 
loss function,” essentially telling the programmers how good their models are at making 
predictions within a particular set of parameters (“Gradient Descent”). There are two 
variances of neural networks, including:  

•   Convolutional Neural Networks (CNN) – Scans images from left to right and 
top to bottom, so it uses computer vision to do object recognition.  

•   Recurrent Neural Networks (RNN) – “A class of neural networks that allow 
previous outputs to be used as inputs while having hidden states” (Amidi and 
Amidi). One of the most successful types of RNNs is Long short term memory 
(LSTM), which is “capable of learning order dependence in sequence prediction 
problems” (Brownlee) and is used by Facebook, Google, Amazon, and Apple to 
improve speech and language recognition.  

Ultimately, AI is expected to meet certain learning outcomes. Just as a student is 
expected to complete a defined task or reach a certain result on a test, AI is either 
expected to properly classify data or make predictions using a dataset. It is in these 
classifications and predictions that AI’s strengths and weaknesses lie, as you will see 
throughout this primer and throughout your own research.  

Sources:  

3Blue1Brown. Season 3: Deep Learning, 
www.youtube.com/playlist?list=PLZHQObOWTQDNU6R1_67000Dx_ZCJB-
3pi.  

 
Amidi Afshine and Shervine Amidi. Recurrent Neural Network Cheatsheet.” CX230 

Deep Learning, Stanford, stanford.edu/~shervine/teaching/cs-230/cheatsheet-
recurrent-neural-networks. 

 
Arel, Itamar, et al. “Deep Machine Learning - A New Frontier in Artificial Intelligence 

Research.” IEEE Computational Intelligence Magazine, vol .5, iss. 4, IEEE, Nov. 
2010, pp. 13-18. IEEE Xplore.   

Bengio, Yoshua. “The Rise of Artificial Intelligence through Deep Learning.” 
TedxMontreal, 17 May 2017, www.youtube.com/watch?v=uawLjkSI7Mo. 

 
Brownlee, Jason. “A Gentle Introduction to Long Short-term Memory Networks by the 

Experts.” Machine Learning Mastery, 24 May 2017, updated 20 Feb. 2020. 
machinelearningmastery.com/gentle-introduction-long-short-term-memory-
networks-
experts/#:~:text=The%20success%20of%20LSTMs%20is,promise%20of%20recu
rrent%20neural%20networks.&text=The%20two%20technical%20problems%20
overcome,how%20the%20network%20is%20trained. 
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“Crowdsourcing.” Merriam-Webster Dictionary, www.merriam-
webster.com/dictionary/crowdsourcing.  

 
Flasinski, Mariusz. “Symbolic Artificial Intelligence.” Introduction to Artificial 

Intelligence, Springer International Publishing Switzerland, 2016, pp. 15-22, doi:  
10.1007/978-3-319-40022-8_2.  

 
“Gradient Descent.” Machine Learning Glossary, ml-

cheatsheet.readthedocs.io/en/latest/gradient_descent.html.  
 
Haugeland, John. Artificial intelligence: The Very Idea, Reprint Ed., Bradford Books, 

1989.  
 
Hinton, Geoffrey E. “Deep Belief Networks.” Scholarpedia, vol. 4, no. 5, 5947, revision 

#91189. http://scholarpedia.org/article/Deep_belief_networks.  
 
Karkare, Prateek. “A 7-minute introduction to LSTM.” Medium, 22 Nov. 2019. 

medium.com/x8-the-ai-community/a-7-minute-introduction-to-lstm-
5e1480e6f52a. 

 
McCarthy, John, et al. “A Proposal for the Dartmouth Summer Research Project on 

Artificial Intelligence, August 31, 1955.” AI Magazine, vol. 27, no. 4, 12, doi: 
doi.org/10.1609/aimag.v27i4.1904.  

Nie, Neil. “Understanding Artificial Intelligence and Its Future.” TedxDeerfield, 10 Apr. 
2017, www.youtube.com/watch?v=SN2BZswEWUA.  

Nielson, Michael. Neural Networks and Deep Learning. 
http://neuralnetworksanddeeplearning.com/.  

 
Nilsson, Nils J. The Quest for Artificial Intelligence: A History of Ideas and 

Achievements, Cambridge UP, 2010, ai.stanford.edu/~nilsson/QAI/qai.pdf.  

Socher, Richard. “Where is AI Today and Where it’s going.” TedxSan Francisco, 7 Nov. 
2017,  www.youtube.com/watch?v=8cmx7V4oIR8.  

Turing, Alan M. “Computing Machinery and Intelligence.” Mind, vol. 59, no. 236, Oct. 
1950, pp.433-460, academic.oup.com/mind/article-abstract/LIX/236/433/986238.  

 
List of Organizations that address the technological background:   

•   Machine Intelligence Research Institute - intelligence.org/ 
•   Future of Life Institute - futureoflife.org/ai-news/ 
•   Dalle Molle Institute for Artificial Intelligence Research - www.idsia.ch/ 
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The Ethics of AI 
	  

“What all of us have to do is to make sure we are using AI in a way that is for the benefit 
of humanity, not to the detriment of humanity.” 

 – Tim Cook 

There are two primary questions when considering the ethics of AI technology: 
(1) how can people make sure that AI does not harm humans and/or animals? and (2) 
does AI have a moral status itself as a thinking system?  

First, how can we keep robots from hurting humans and/or other living beings? 
The classic answer to this question is to program robots to follow the three laws created 
by science fiction writer Isaac Asimov:  

•   A robot may not injure a human being or, through inaction, allow a human 
being to come to harm; 

•   A robot must obey the orders given it by human beings except where such 
orders would conflict with the First Law; and 

•   A robot must protect its own existence as long as such protection does not 
conflict with the First or Second Laws. 

However, these laws are open to broad interpretation. As a result, robots have a difficult 
time translating these laws into specific actions (Anderson; Bostrum and Yudkowsky).  

Instead of restraining robots through rules, they could learn to act ethically by 
motivating their decisions through empowerment (Salge). Theoretically, this method 
allows for robots to make contextually independent decisions while reducing risks to 
humans.  

Secondly, people must consider the ethics of whether AI should be viewed as an 
end, not just a means (Bostrum and Yudkowsky 6). Currently, people assume that AI has 
no moral status (Bostrum and Yudkowsky 7).  If it is given moral status, then how AI is 
treated, modified, or deleted becomes an ethical question. If AI has no moral status, then 
it will not be protected as such by the government.  

These ethical questions become important to the underlying assumptions teams 
make about the potential benefits and harms that one may weigh in the debate. For the 
first question, if a team determines that AI cannot be ethically restrained from hurting 
humanity, then its further developments may be more harmful than beneficial. For the 
second question, if AI is conferred moral status, then the harms and the benefits to the 
system itself should be examined, not just the benefits and harms to humans.  

Sources:  
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Anderson, Mark Robert. After 75 years, Isaac Asimov’s three laws of robotics need 
updating.” The Conversation, 17 Mar. 2017,  theconversation.com/after-75-years-
isaac-asimovs-three-laws-of-robotics-need-updating-74501. 

Asimov, Isaac. The Complete Robot, New Ed., Harper Collins Pub. Ltd, 1983.  

Bostrum, Nick, and Eliezer Yudowsky. “The Ethics of Artificial Intelligence (Draft).” 
Cambridge Handbook of Artificial Intelligence, edited by William Ramsey and 
Keith Frankish, Cambridge UP, 2011, nickbostrom.com/ethics/artificial-
intelligence.pdf.  

Hammond, Kristian. “A New Philosophy on Artificial Intelligence.” TedxNorthwesternU, 
8 June 2018,  www.youtube.com/watch?v=tr9oe2TZiJw.  

Muller, Vincent C., and Nick Bostrum. “Future Progress in Artificial Intelligence: A 
Survey of Expert Opinion.” Fundamental Issues of Artificial Intelligence, edited 
by Vincent C. Müller, Springer, 2014, www.nickbostrom.com/papers/survey.pdf.  

Salge, Christoph. “Asimov's Laws Won't Stop Robots from Harming Humans, So We've 
Developed a Better Solution.” Scientific American, 11 July 2017,  
https://www.scientificamerican.com/article/asimovs-laws-wont-stop-robots-from-
harming-humans-so-weve-developed-a-better-solution/.	   

 
Taddeo, Mariarosaria, and Luciano Floridi. “How can AI be a Force for Good.” Science, 

vol. 361, iss. 6404, 24 Aug. 2018, pp.751-752, 
https://science.sciencemag.org/content/361/6404/751.	   

 
List of Organizations and Institutions Concerned with Ethics of AI:  

•   Foundation for Responsible Robotics –responsiblerobotics.org/ 
•   Future of Life Institute - futureoflife.org/ai-news/ 
•   OpenAI - openai.com/ 
•   Partnership on AI - www.partnershiponai.org/ 
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AI Regulation 
	  

“I’m increasingly inclined to think that there should be some regulatory oversight, maybe 
at the national and international level, just to make sure that we don’t do something very 
foolish. I mean with artificial intelligence we’re summoning the demon.”  

— Elon Musk at MIT’s AeroAstro Centennial Symposium 

Examining the philosophy of AI development begs the question of whether and 
how AI development can be regulated to prevent its worst potential harms. There are 
several reasons why global and domestic regulation of AI development is problematic. 
First, governments struggle to decide how to regulate AI since it is driven by a complex 
web of private and public entities around the world (Barfield). Secondly, the term 
“artificial intelligence” is so definitionally broad that it is impossible to create a single set 
of regulations for all types of AI (Froomkin xi). Lastly, the process of regulation cannot 
keep pace with innovation in the private and public sectors (Wadhwa).  

People identify the following areas of AI growth as requiring government 
management: cyber attacks and defense (Taddeo and Floridi), autonomous weapons 
systems (Scharre; Schmitt and Thurnher; Kerr and Szilagyi; Erdélyi and Goldsmith), 
global financial markets (Bostrum),  cryptocurrencies (Erdélyi and Goldsmith), and 
political election interference (Erdélyi and Goldsmith). 

While this resolution does not require students to resolve whether AI can be 
regulated internationally or domestically, this research may help students answer how 
intervening actors may reduce the risks of AI’s harms. Ultimately, the answer to whether 
AI can be regulated or not may determine if humanity can avoid the worst fears of AI 
growth.  

Sources:  

Barfield, Woodrow, and Ugo Pagallo (eds.). Research handbook on the law of artificial 
intelligence. 28 Dec. 2018. 
https://www.elgaronline.com/view/edcoll/9781786439048/9781786439048.xml .  

 
Bostrum, Nick. Superintelligence: Paths, Dangers, and Strategies. 1st ed., Oxford UP, 

2014. EBSCOhost.  

Erdélyi, Olivia, and Judy Goldsmith. Regulating Artificial Intelligence: Proposal for a 
Global Solution, Association for the Advancement of Artificial Intelligence, 2018, 
perma.cc/N6SG-GWA8. 

Froomkin, A. Michael. “Introduction.” Robot Law (Edited by Ryan Calo, A. Michael 
Froomkin, and Ian Kerr), 29 Jan. 2016	  	  
https://www.elgaronline.com/view/edcoll/9781783476725/9781783476725.00005
.xml?rskey=0MFJNp&result=3 . 
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High-Level Expert Group on Artificial Intelligence, European Commission, 
perma.cc/EF5J-6ZMY. 

 
Kerr, Ian, and Katie Szilagyi. “Asleep at the Switch? How Killer Robots Become a Force 

Multiplier of Military Necessity.” Robot Law (Edited by Ryan Calo, A. Michael 
Froomkin, and Ian Kerr), 29 Jan. 2016, 
https://www.elgaronline.com/view/edcoll/9781783476725/9781783476725.00023
.xml. 

 
Nash, Lesley. “Advancing artificial intelligence and global society: International law’s 

role in governing the advance of artificial intelligence.” Kentucky Law Journal, 
11 Nov. 2019, www.kentuckylawjournal.org/online-originals/advancing-
intelligence-and-global-society-international-laws-role-in-governing-thenbsp-
advance-of-artificial-intelligence.  

 
Scharre, Paul. Army of None: Autonomous Weapons and the Future of War, W.W. 

Norton and Co., 24 Apr. 2018.  
 
Schmitt, Michael N., and Jeffrey S. Thurnher, “Out of the Loop: Autonomous Weapon 

Systems and the Law of Armed Conflict.” Harvard National Security Journal, vol. 
4, 2013, pp. 231-281, harvardnsj.org/wp-content/uploads/sites/13/2013/01/Vol-4-
Schmitt-Thurnher.pdf. 

 
Taddeo, Mariarosaria, and Luciano Floridi. “Regulate Artificial Intelligence to Avert 

Cyber Arms Race.” Nature, 16 Apr. 2018, 
https://www.nature.com/articles/d41586-018-04602-6 .  

 
Wadhwa, Vivek. “Laws and Ethics Can’t Keep Pace with Technology,” MIT Technology 

Review, 15 Apr. 2014, perma.cc/K9Q5-NHRF. 
 
Wilson, Grant. “Minimizing Global Catastrophic and Existential Risks from Emerging 

Technologies through International Law.” Virginia Environmental Law Journal, 
vol. 31, no.2, 2013, pp.307-364, JSTOR.  

 
List of Organizations and Institutions Concerned with Governance of AI:  

•   Ethics and Governance of Artificial Intelligence Initiative - aiethicsinitiative.org/ 
•   United Nations Interregional Crime and Justice Research Institute Centre for 

Artificial Intelligence and Robotics - 
unicri.it/in_focus/on/UNICRI_Centre_Artificial_Robotics 
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Analyzing the Risks of Artificial Intelligence 
	  

“Success in creating [general] AI would be the biggest event in human history. 
Unfortunately, it might also be the last, unless we learn how to avoid the risks.” 

 – Stephen Hawking 

The resolution asks the judge to decide whether the harms outweigh the benefits. 
To “outweigh” in this context requires a comparative assessment of what is “greater or 
more important” (“outweigh”). As a result, the Affirmative side of the debate must prove 
that the harms are comparatively worse historically and/or hereafter. The Negative must 
then prove that the harms do not exist and/or that the benefits are comparatively larger in 
the past and/or from now on.   

While students must decide what harms and benefits they most want to focus on 
for their papers, there are several articles that examine the nature of weighing risk in the 
context of AI that will be useful to explain how a judge should decide what is “more 
important.” Students should explain their reasoning for how a judge evaluates the 
magnitude, probability, and timeframe of the myriad effects of AI. Students should use 
these concepts to compare and contrast across areas of contestation. For example, given 
that AGI is more probabilistic, should its harms be weighed over the more concrete 
benefits that people are experiencing now from narrower AI development in health care 
and agriculture? Similarly, if students must resolve whether the harms outweigh the 
benefits within a particular area of contestation, they must apply this same comparison. 
For example, do the benefits of streamlining productivity for businesses outweigh the 
harms of human workers losing their jobs? You must consider how many people are 
affected by the benefits and the harms, when those benefits and harms occur, and how 
likely those benefits or harms are to occur.  

To get more in-depth, students may even prioritize these concepts to persuade the 
judge that their impacts are more important. For example, if one’s impacts are of a higher 
magnitude, but their opponent’s impacts are more probable, then it may require them to 
explain why magnitude should be prioritized over probability. These comparisons are 
essential to resolving these debates and building your own persuasive affect in the 
competition.  

While there are many areas of contestation (more than are enumerated in this primer), 
students should limit their focus to the largest harms and benefits to society so that they 
can spend a considerable number of words resolving the impacts in a comparative and 
thoughtful way. Papers that do not resolve how a judge should weigh the risks and 
benefits may result in personal intervention to decide what they think is best instead of 
being decided on the students’ arguments alone.  
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Sources:  
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24).pdf. 
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Yudkowsky, Eliezer. “Cognitive Biases Potentially Affecting Judgement of Global 
Risks.” Global Catastrophic Risks, edited by Nick Bostrom and Milan M. 
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Harms and Benefits: Areas of Contestation 
	  

AI technology is prolific and constantly evolving at faster rates (consider 
AlphaGo Zero in the Introduction). Some major areas of contestation in this year’s 
resolution are highlighted in this section. It does not explain all areas of concern or 
opportunity, but instead starts the conversation while providing important resources for 
further argumentative development.  
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Fourth Industrial Revolution 
	  

Central Questions: Will AI help or hurt workers as companies invest more in AI?  
Does AI overwhelmingly help or harm global economic stability? 

People are referring to AI advancement as the Fourth Industrial Revolution. It 
is unclear whether this development will help or hurt workers overall. It may depend on 
whether the AI is created and instituted with human needs in mind.  

Harms 

AI may negatively affect workers in several ways, including increasing stress, 
reducing job satisfaction, and lowering wages and employment opportunities. An Oxford 
study indicated that 47% of U.S. jobs will be at risk by 2030 (Frey and Osborne). The 
OECD suggests that 9% of all jobs are at high risk of being automated (“Automation”). 
While there are some work-integrated learning opportunities to train people (Rampersad), 
the less educated and poorest will remain the most vulnerable populations to automation 
(Muro et al.).  

Additionally, AI algorithms that drive significant portions of investments can 
undermine economic stability. Flash Crashes demonstrate how algorithms can be used to 
manipulate an electronic market (Kirilenko et al.; Gao and Mizrach). These harms are 
currently exacerbated by COVID-19, which is accelerating several companies’ use of AI 
technology, as workers must remain at home indefinitely or are required to maintain 
social distance in the workplace (Gaona).  

AI development could widen gaps between countries that can afford to invest in 
advanced technology and those that cannot afford to do so. The United States and China 
are already heavily invested in AI financial automation so they are poised to benefit the 
most, but countries that have “underdeveloped foundations in investment capacity, digital 
infrastructure, and talent risk falling behind” (Wladawsky-Berger).  

Benefits  

AI boosts economic productivity in countries and companies that invest 
significantly in AI technologies. It is estimated that AI will increase economic output in 
the  U.S. by $13 trillion by 2030 (Szczepanski 4). AI reduces waste in the supply chain 
by more accurately determining demand and streamlining repetitive tasks.  It can also 
help set better pricing by surveying competitor data and previous consumer purchases.  

AI technology is already integrated into stock markets. It is used to crunch 
numbers faster than any human could perceive so it can help make better investment 
choices over a period of time (Ventak K).  

Individuals may have more time for leisure or to take care of their families. John 
Maynard Keynes predicted in 1930 that fast-paced technological growth would mean that 
by 2030 people would only need to work 15-hour work weeks. While he was incorrect 
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and a full-time job generally still requires a 40-hour work week, examining how 
technology can further this trend may be worthwhile research.  
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Robotic Warfare 
 

Central Questions: Will AI development intensify conflict, killing more humans, or 
reduce human-to-human combat, thereby saving more human lives? 

 AI is and will continue to alter military power around the world. This movement 
in military strategy is called the Revolution in Strategic Affairs. Countries like the 
United States, China and Russia are likely to see the benefits more quickly. AI will more 
broadly affect strategic considerations in warfare than the advent of nuclear weapons 
because “AI systems…do not make decisions in the same way as humans would, even if 
their algorithms are often loosely modelled on human cognition…[and] AI will be more 
useable across a full spectrum of force, and indeed more broadly than force itself, shaping 
all conflicts from the lowest to highest intensity and the smallest to largest scale” 
(Payne).  

Harms  

Films like War Games, Terminator and The Matrix vividly illustrate the most 
extreme fears of general AI’s ability to become malicious and weaponize. These films 
highlight the harms of autonomous weapons systems, which lack human empathy. AI 
may accelerate warfare, since it could speed up military decision-making. It could also 
broaden the scale of conflict unnecessarily, since military users may over-rely on AI’s 
predictions despite potential flaws in its machine learning. Since these technologies are 
not subject to significant domestic and international regulation, the potential for 
miscalculation and escalation may quickly increase as countries work for a competitive 
military edge. 

Beyond the general fears of AI military applications, there are concerns about 
humans’ ambitions to be the first to create general AI technology, causing a counter-
productive arms race (Armstrong et al.). While one may intuitively think that open 
sharing of AI technology is a moral good for humanity, there is an indication that sharing 
AI technology could further unethical ambitions to create AI technology first, even if it 
harms humanity overall (Bostrum “Strategic”).   

Benefits  

AI may become so prevalent in warfare that it reduces human casualties in a 
couple of ways. First, AI may be more precise in calculating targets, thereby lessening 
collateral damage and civilians. Secondly, unmanned aerial vehicles (UAVs) and like 
technology reduce the number of people in harm’s way. Third, AI may improve military 
decision-making when calculating risk and appropriate responses. AI can evaluate more 
data points and details very quickly, helping humans simulate and game-play potential 
responses to foreign aggression faster.  
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Governance  
 

Central Question: Is AI spreading freedom or fascism? 

Algorithmic governance is “a form of social ordering that relies on coordination 
between actors, is based on rules and incorporates particularly complex computer-based 
epistemic procedures” (Katzenbach and Ulbrichtep).  

Harms 

 The harms of AI in governance center around issues of surveillance, lack of 
transparency in coding and deployment, and reduced legitimacy as fewer people are 
included in the decision-making process. Additionally, there are concerns about 
programmed biases undermining equality.  

Benefits 

An AI technocracy may provide people “with better means of participation, 
legitimacy, and more efficient government” (Saetra). While programs may be coded with 
human biases, their determinations are inherently neutral, so they can be used to improve 
equality and inclusiveness in government decision making.  
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Criminal Justice 
 

Central Questions: Will AI make criminal justice systems fairer or exacerbate their 
inequalities? Will AI strengthen criminals beyond reproach or create better defenses 

against malefactors? 

AI is increasingly used by governments and criminals around the world. It is 
difficult to tell the extent to which people rely on AI in investigations, or for crime, 
because the algorithms are considered trade secrets, preventing them from being openly 
analyzed, and criminals generally do not reveal their methods. These technologies are 
used in individual countries domestically, but also in international organizations such as 
INTERPOL.  

Harms  

 Criminal elements may use AI to commit many different types of crimes like 
hacking, social media phishing, and identity fraud.   

Separately, AI algorithms may magnify biases in the criminal justice system. For 
example, the Correctional Offender Management Profiling for Alternative Sanctions 
(COMPAS) was designed to assess potential recidivism risks. ProPublica exposed the 
biases in the system, indicating that “Blacks are almost twice as likely as whites to be 
labeled a higher risk but not actually re-offend” (Angwin et al.).  

Benefits  

 Conversely, AI may be used to thwart criminal activity. It can be used by 
governments or international law enforcement to build a wall of protection around 
sensitive systems and data. It can also seek out criminal behavior and trace information.  

 AI is assisting police and courts by analyzing large quantities of data faster than 
any human can to classify and predict crime. These predictions can be used to save lives 
and property. Additionally, these technologies streamline data analysis saving many 
hours of human labor so that people can focus on tasks that require human intuition.  
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Space Explorationz 
	  

Central Question: Can AI help humans explore space more effectively? 

Space exploration and AI development go hand-in-hand. People may contest the 
practicality or necessity of space exploration, but currently there is very little literature 
indicating that AI use in space exploration is negative overall. There are several potential 
benefits, including data gathering in space, space debris detection, efficient satellite data 
transfer, asteroid and alien detection, and expeditious terraforming.  
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Agriculture 
 

Central Question: Does applying AI in agriculture yield more benefits to food security 
than it increases global disparities in food production? 

 
The three most common uses of AI in agriculture are agricultural robots, crop and 

soil monitoring, and predictive analysis. Also, with the advent of drones that can 
constantly monitor crops, there is a new shift in agriculture called “precision farming” or 
“precision agriculture”  (Imtiaz).  

Harms  

Automating processes in agriculture may reduce more jobs for humans in this 
industry. China started a pilot program to replace human workers in agricultural jobs 
(Young).  

Increasingly, using AI may actually increase emissions that harm the 
environment. Developing AI is the most problematic because “training a single AI 
releases five times the emissions that an average car would emit during its lifetime” 
(Young).  

While more economically developed countries may be able to transition their 
agricultural infrastructures to use AI technology, developing countries may struggle more 
significantly; thus, widening the food security gap and dependence of developing 
countries on their wealthier counterparts (Young).  

Benefits  

Automated farming is more efficient and will help improve global food security. 
Expanding agricultural capacity is necessary to quickly adapt to population growth 
around the world. Farmers can improve their yields and reduce waste. AI can help 
develop more urban agriculture; thus, reducing deforestation. Reducing waste and 
streamlining the process may also decrease food prices.  

Sources:  
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Environment 
 

Central Question: Will AI technology make life more sustainable or not? 

Currently, AI is used to monitor ecosystems, weather, and pollution.  This 
monitoring leads to predictions on which governments can decide to act. Monitoring is 
not conclusive unless backed by political will and that is not something that AI can 
provide for humans.  

Harms 

AI may make climate change worse (see details above in the agriculture section). 
AI requires energy to function and the massive expansion of such systems across the 
globe could worsen pollution more than lessen it.  

Benefits  

This technology is used to monitor environmental changes, including analyzing 
weather patterns, tracing species, and locating pollution build-up. These efforts help 
scientists and policymakers classify and predict trends in severe weather phenomena, 
biodiversity loss, and environmental degradation, respectively. 

Additionally, AI is used to improve water and energy efficiency, making urban 
centers more sustainable. Part of these sustainability efforts is integrating AI to build 
better renewable energy systems.  

Sources:  
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17 July 2018, www.dw.com/en/ai-could-help-us-protect-the-environment-or-
destroy-it/a-44694471. 
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Health care  
 

Central Question: Does integrating AI into health care systems overall improve quality of 
care or create unnecessary risks to patients and workers? 

 
Harms  

AI cannot make intuitively nuanced decisions and, as a result, may make a serious 
mistake causing injury or death to a patient. To make it less likely that mistakes are made, 
machine learning requires massive amounts of data, which is very complicated in the case 
of medical information. These datasets are often split between several providers and 
subject to stricter privacy laws.  

AI may also inflate biases and inequality in the same way it could occur in the 
criminal justice systems.  

Again, as this industry moves toward automation, workers will need to adapt or 
lose their jobs.  

Benefits  

AI algorithms are used to advance human performance. For example, AI can 
count blood cells faster, detect acute kidney injury earlier and improve radiology 
readings. It can build more collaborative health care treatments by allowing health care 
providers to share data more readily and in a more integrated manner. It also streamlines 
paperwork and data crunching for medical providers.  

Hospitals can also use this technology to make better business decisions by 
predicting what sectors will require more resources and which ones may contract. 
Effective decision making in these areas may lessen health care costs.  

Sources:  

Bini, Stefano A. “Artificial Intelligence, Machine Learning, Deep Learning, and 
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Price II, W. Nicholson. Risks and remedies for artificial intelligence in health care. 
Brookings Institute, 14 Nov. 2019, www.brookings.edu/research/risks-and-
remedies-for-artificial-intelligence-in-health-care/. 
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Conclusion  
 

AI is a complicated and fascinating area of technological growth. It currently 
affects almost all aspects of human life; however, it cannot replace us yet. While this 
primer is a basic overview of the many issues and areas involved in AI development, it is 
meant as a starting point for your own research and study. And study you must, because 
when the next iteration of Project Debater emerges, you will want to be ready.  

 

 

 

 

 

 

 

 


